
Data processing with the Linux tools

 Free Ride
Linux has a powerful set of programming tools that lets you 

manipulate data without the need to install additional software. 

By Frank Hofmann

management system PostgreSQL and the 
open source LibreOffice Calc spreadsheet 
program.

The Problem
Drivers often have to keep a logbook as a job 
requirement or for tax purposes. Sometimes, 
the only number needed in the end is the en-
tire distance driven. The question becomes 
how to compute this number from the log 
entries with the least amount of effort. Creat-
ing and installing a special program to do 
this would be a bit over the top, so the solu-
tion presented here demonstrates how to 
solve this problem using the tools you can 
find on a Raspberry Pi.

The focus of the solution was to create a 
compact, standards-conforming, and easily 
understood software module. Instead of opti-
mizing to the last bit for every element in the 
module, I put everything together so that the 
end result could be easily understood, even 
after the passage of time.

The variations on this solution brought to-
gether ideas from the participants of Unix/
Linux courses I have taught that target certi-
fication from the Linux Professional Insti-
tute [1]. The techniques explored in this arti-
cle  emphasize concise and well thought-out 
solutions. Variety was the guiding principle. 
Each of the solutions delivers the correct re-
sult but requires unique explanations and 
unique foreknowledge for understanding the 
underlying and somewhat-cryptic program 
code.

The example and the solutions presented 
in this article can apply to additional themes, 
such as computing cash register receipts, cal-
culating a shopping cart total for online 

Computers were originally devel-
oped to perform computations, so 
it makes sense that they come 
equipped with all the tools you 

need to solve a variety of simple computa-
tion problems. A number of diverse and 
widely available scripting languages can ma-
nipulate data and deliver the information 
you need. 

To demonstrate Linux tools at work, I use 
three common scripting languages, Perl, Py-
thon, and Tcl, to address an everyday prob-
lem: calculating the total distance driven 
based on entries in a driver's logbook. I also 
solve the same problem using  the database 
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shopping, or determining download statistics 
for web pages to see how frequently content 
on a website is accessed.

A simple text file serves as the starting 
point for the computations. The file is di-
vided into five columns, including:
1. The number of times a particular distance 

is traveled, number.
2. The starting point, from.
3. The destination, to.
4. The number of miles traveled, distance.
5. The reason for the trip, reason.
The first line of each file contains a heading, 
which is followed by rows of data represent-
ing the trips taken.

The text file has a very simple name, driv‑
inglog.txt. The log should have a pleasant 
appearance when printed, which is achieved 
by means of a format that uses a variable 
number of tabs for spacing between columns 
(Figure 1).

A ConTexTure of Tools
The first approach to thinking about the so-
lution was to look at the Raspbian toolbox. 
Listing 1 puts together the commands and 
tools cat, tr, tail, awk, sed, and bc. Each of 
these tools filters the data stream and modi-
fies it without changing the original file 
(Table 1).

For purposes of clarity, I entered each indi-
vidual command of the driving log toolchain 
on its own line in the console. The backslash 
(\) at the end of each line serves as a contin-

uation symbol, indicating that the shell 
(which prompts with the > symbol) should 
handle the next line as a part of the previous 
line. The output of one tool is streamed as 
input to the next tool via a pipe, which is 
represented by the vertical line (|) on your 
keyboard; the data streams through a FIFO 
(first in, first out) buffer between the two 
processes. You could also leave the backs-
lashes out and enter all of the commands in 
a single line.

The intermediate results for each trip after 
the awk command is located on a separate 
line identified with a line break (\n). Because 
I want to add the results, the bc tool needs an 
operator between values. When tr substi-
tutes plus symbols for line breaks, you end 
up with a single line with a mathematical ex-
pression that bc can then process.

Unfortunately, the final line break has also 
been eliminated. If left unresolved, the miss-
ing line break would result in a missing oper-
ator that bc needs to per-
form the computation. 
The regular expression [5] 
(regex) to the stream edi-
tor Sed resolves this prob-
lem by ending the line 
with a “+0” and a line 
break.

This action does not 
change the total distance, 
and it creates a correct ex-
pression and a line break 

Figure 1: A variable number of tabs creates an orderly appearance for the driving log when it is displayed 

and printed.

$ cat drivinglog.txt \

> | tr ‑s '\t' ':' \

> | tail ‑‑lines=+2 \

> | awk ‑F : '{print $1 * $4}' \

> | tr '\n' '+' \

> | sed 's/+$/+0\n/' \

> | bc

1740

LISTING 1: Raspbian Toolbox

Command Tool Summary Action
cat drivinglog.txt Copy (concatenate) input 

to standard output
Reads the file containing the driving log and outputs the content to STDOUT 
(standard output data stream), which is normally associated with the moni-
tor; however in this case, it is piped to the next tool.

tr ‑s '\t' ':' \ Translate/ transliterate or 
delete characters

Replaces the multiple tabs in the data stream with colons, a separator that 
otherwise does not appear in the driving log.

awk ‑F : '{print $1 * $4}' Pattern scanning and 
processing language [2]

The ‑F : switch interprets a colon as a separator between columns in a row 
of data; the print command takes the first and fourth columns from each 
line and outputs the product.

tr '\n' '+' \ Translate/ transliterate or 
delete characters

Replaces all of the line breaks (\n) in the data stream with a plus sign.

sed 's/+$/+0\n/' \ Stream editor to filter 
and transform text [3]

Searches for a plus symbol directly in front of a line break and replaces both 
symbols with a + followed by a zero and a line break.

bc Arbitrary-precision arith-
metic language [4]

Uses the plus operators inserted between the values to sum the lines.

TABLE 1: Raspbian Tools
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The while loop (lines 4-7) processes the 
input stream, which originates either from a 
filename hard-coded into the program or from 
STDIN (standard input), which is usually the 
keyboard. The script divides each input line 
(split()) into individual fields by recognizing 
the tab character as the separator and saves 
the fields in the @fields list (line 5). The 
split() function uses the regular expression  
\t+, which, as explained earlier, represents a 
symbol sequence of one or more tabs.

The distance for each trip can then be 
computed from the contents of the first and 
fourth fields (line 6). You should take into 
consideration that a Perl array indexes start 
at zero. In contrast, the index for the earlier 
solutions started at one. Line 6 adds the dis-
tance for each trip to the current total, and 
line 8 outputs the total distance driven.

You have four ways to invoke the script,

$ ./distance.pl drivinglog.txt
Total: 1740 miles
$ perl distance.pl drivinglog.txt
Total: 1740 miles
$ cat drivinglog.txt | perl distance.pl
Total: 1740 miles
$ cat drivinglog.txt | ./distance.pl
Total: 1740 miles

which makes for flexible integration into fur-
ther processing. If you leave line 3 out of the 
Perl script, the invocations that use cat will 
not work, because line 3 checks for the pres-
ence of invocation parameters.

PyThon
If you prefer Python [7] over Perl, check out 
the script in Listing 3, which is similar to 
Listing 2, except it uses a few tricks in the 
form of modules. Lines 2 and 3 state that the 
script will use predefined modules fileinput 
[8] and re [9], making it possible to process 
the input and output easily and use regular 
expressions.

The variable total, defined in line 4, is 
initialized with a value of zero. The for loop 

at the end, which bc needs to add all of the 
lines together. It then outputs the resulting 
total to STDOUT.

Pure Awk
Chaining multiple commands together re-
quires a considerable amount of typing. The 
work required can be minimized, however, 
by using just Awk. To do this, you should de-
fine three blocks with commands, each en-
closed in curly brackets:

BEGIN { FS="\t+" }
{ total += $1 * $4 }
END {printf "Total: %d miles\n", total}

In the first block, you specify the separator to 
be applied after the key word BEGIN. This is 
done by setting the Awk variable FS (file sep-
arator) to \t+ for a symbol sequence made 
up of one or more tabs.

A total variable is defined in the second 
block. You should indicate to Awk that it 
should pick the first and fourth columns 
when reading each line and multiply the val-
ues together. The individual values are then 
added to the total variable via the += assign-
ment operator. If a column containing non-
numeric text is read, it will result in a zero 
value. This Awk convention makes a special 
adjustment to the heading line unnecessary.

The key word END sits in front of the third 
block and marks the end of the action for 
each line read. You then output the result 
with the help of the printf function and the 
formatting indicator %d (digit sequence, i.e., 
a numeric value). Awk replaces the format-
ting indicator in the output string with the 
computed value kept in the total variable.

If you save the Awk script as a file (e.g., 
distance.awk), you can use it again when 
needed; then you can start the computation 
and receive the results with:

$ awk ‑f distance.awk drivinglog.txt
Total: 1740 miles

The ‑f switch tells Awk that it should read the 
script from the indicated file and assumes that 
the data and Awk script are found in the cur-
rent directory. If they are located elsewhere, 
you should provide the appropriate path.

Perl
The Perl [6] script in Listing 2 first checks in 
line 2 whether you have provided parameters 
to the script. If not, it terminates without 
comment. Line 3 defines the variable total 
for the total amount and initializes this with 
a zero value.

01  #!/usr/bin/perl

02  exit unless @ARGV;

03  my $total = 0;

04  while(<>) {

05   my @fields = split(/\t+/);

06   $total += $fields[0] * $fields[3];

07  }

08  print "total: $total miles\n"

LISTING 2: Perl
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(lines 5-8) processes the driving log and iter-
ates line by line over the input stream.

The data stream exists as a list because of 
the call to the fileinput.input() function. 
The content of the list is made available ei-
ther via STDIN or from the file that was pro-
vided as an invocation parameter.

With the help of a regular expression, line 
6 then checks to see whether the lines read 
conform to the desired structure. The only 
lines considered are those comprising one or 
more digits followed one or more tab charac-
ters, zero or more arbitrary characters, one or 
more tabs, zero or more arbitrary characters, 
zero or more tabs, and finally one or more 
digits; this regex automatically skips over the 
header line for the driving log.

Again using regex, the script divides the 
lines into individual columns with tabs. 
These columns are used to calculate the total 
distance (line 8) by summing the distance 
per trip values into total, resulting in an in-
teger value through explicit conversion of the 
column values with int().

Line 9 produces the final output in the 
form of total distance. You have the same 
possibilities for calling the script as for the 
Perl version referred to previously:

$ python distance.py drivinglog.txt
Total: 1740 miles
$ ./distance.py drivinglog.txt
Total: 1740 miles
$ cat drivinglog.txt | python distance.py
Total: 1740 miles
$ cat drivinglog.txt | ./distance.py
Total: 1740 miles

TCl
The tool command language (Tcl) [10] might 
seem out of date, but its capabilities for pro-
cessing text files remain applicable to today’s 
world. The script in Listing 4 also relies on 
using STDIN for input and regular expres-
sions.

After defining the totaldistance variable 
and initializing it to zero (line 1), a while 
loop (lines 2-12) reads from STDIN (line 3) 
as long as input data is available. The loop 
exits when an end of file (eof) condition oc-
curs (lines 4-7).

In line 8, the script separates each line into 
individual columns with the help of a regular 
expression using one or more tabs. The 
fields variable is a list, in which each ele-
ment represents a column in the driving log.

A check occurs in line 9 to see whether the 
character sequence in field 0 matches an in-
teger number. If yes, then a header is not in-

volved. The expression in line 10 multiplies 
fields 0 and 3 together (list index beginning 
with zero, so the first and fourth columns) 
and adds the results to the total sum. Note 
that the incr() statement accepts a second 
parameter containing a subtotal.

After executing the body of the loop, line 
13 outputs the total distance. The Tcl script 
expects the driving log via STDIN; therefore, 
you should use the following invocation to 
execute the script:

$ cat drivinglog.txt | U
  /usr/bin/tclsh distance.tcl
Total: 1740 miles

DATAbAse
The calculation also works with a database 
management system (DBMS), which is de-
signed to support these kinds of tasks. Al-
though you could use any database with an 
SQL query interface, I use PostgreSQL [11] in 
this example.

So-called aggregation functions [12] – sum, 
min, max, and avg – are used by PostgreSQL to 
evaluate values. The invocation for this ex-
ample would be:

SELECT SUM(number*distance) FROM drivinglog;

This time, drivin‑
glog is not a file, 
but rather a data-
base table. The 
terms number and 
distance refer to 
columns in the 
drivinglog table. 
Listing 5 shows the 
table entries, as 
well as the invoca-
tion for determin-

01  #!/usr/bin/python

02  import fileinput

03  import re

04  total = 0

05  for line in fileinput.input():

06    if re.match('\d+\t+.*\t+.*\t*\d+', line):

07      columns = re.split('\t+', line)

08    total += int(columns[0]) * int(columns[3])

09  print("total: %i miles" % (total))

LISTING 3: Python

01  set totaldistance 0

02  while {1} {

03    set line [gets stdin]

04    if {[eof stdin]} {

05      close stdin

06      break

07    }

08    set fields [regexp ‑all ‑inline \[^\t\]+ $line]

09    if {[string is integer ‑strict [lindex $fields 0]]} {

10      incr totaldistance [expr [lindex $fields 0] * [lindex $fields 3]]

11    }

12  }

13  puts "Total: $totaldistance miles"

LISTING 4: Tcl

Scripting
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a scripting language or other method ac-
cording to individual preference. As with 
almost any Linux operating system, many 
roads lead you to the same destination.  ● ● ●

ing the total distance. 
PostgreSQL generates a 
results column called sum  
that contains the total 
distance as a single line.

sPreADsheeT
If you would rather click 
around than program, 
you can use a spread-
sheet, such as Open/ Li-
breOffice Calc [13], Gnu-
meric [14] from Gnome, 
or the standalone pro-
grams Pyspread [15] or 
Sc [16]. Calc even offers a 
suitable template free of 
charge [17].

Regardless of the 
spreadsheet, you'll need to enter the short 
formulas necessary for the calculations. 
These formulas allow you to calculate the 
number (of trips) multiplied by the distance, 
as well as the total of all intermediate values. 
In the example shown in Figure 2, the corre-
sponding expression is 
sum(A2*D2,A3*D3,A4*D4).

The sum() function interprets the values 
inside brackets as a list of individual values. 
The entry A2 refers to the second row in col-
umn A of the current sheet.

ConClusion
As the examples in this article clearly dem-
onstrate, you do not need a special program 
to complete some of the mundane tasks 
that are a part of your everyday computing 
life. Often a simple text file will suffice to 
capture data, and the tools typically avail-
able in Raspbian, along with some knowl-
edge about how to use them, can serve to 
process the data as needed. You can choose 

database=> select * from drivinglog;

 

 number|       from_city   | to_city | distance

‑‑‑‑‑‑‑‑+‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑+‑‑‑‑‑‑‑‑‑+‑‑‑‑‑‑‑‑‑

      1 | Berlin           | Potsdam |      30

      2 | Berlin           | Hamburg |     280

      2 | Frankfurt (Main) | Paris   |     575

(3 lines)

 

database=> select sum(number*distance) from 
drivinglog;

 sum

‑‑‑‑‑‑

 1740

(1 line)

LISTING 5: PostgreSQL

Figure 2: A driving log in a Gnumeric spreadsheet.
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