
Build it and you will learn: Building an RPi2 cluster

 Cluster of Dreams
One of the best ways to get started in HPC is to build your own cluster. 

The new Raspberry Pi 2 is a great system for getting started with high-

performance computing. By Jeff Layton

node and a collection of compute nodes (see 
Figure 1). The master node subdivides the 
task (typically a complex mathematical equa-
tion) into a collection of smaller tasks that 
are assigned to the compute nodes. The com-
pute nodes crank through the calculations, 
sometimes displaying the output in realtime 
and sometimes storing the results to assem-
ble later into a final solution.

An HPC system thus consists of several 
smaller pieces. How small? I decided to try 

The biggest and fastest computers in 
the world are the HPC systems used 
by science, government, and indus-
try to perform complex calculations 

for data mining, 3D modeling, and other sci-
entific problems. Large HPC systems some-
times use thousands of processors.

Behind the scenes, every HPC system is ac-
tually a network of computers working to-
gether in what is called a cluster. A typical 
high-performance cluster consists of a master 
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my luck with building an HPC system using 
the Raspberry Pi 2. Of course, my HPC sys-
tem won’t set any speed records, but I can 
still use it for testing and demonstrations.

A small, energy-efficient cluster fits well with 
my travel plans – I can take it in my carry-on 
baggage. Many commercial aircraft also have 
power outlets, so it would be very cool indeed 
to fire up a small cluster from my seat and start 
running HPC applications at 36,000 feet.

Even if you don’t plan on testing parallel 
applications and flying to hi-tech conferences 
with an HPC cluster on your tray table, build-
ing your own Raspberry Pi 2 cluster will teach 
you a little about the tools and techniques 
used for high performance computing.

Why the Pi 2?
The Raspberry Pi 2 (RPi2) is inexpensive 
(~$35), has four cores (representative of cur-
rent modern hardware), has reasonable per-
formance for the price, and uses very little 
power. The classic Raspberry Pi B Rev. 2 is a 
little light on resources, even for a test HPC 
system, but the Pi 2, with its quad-core pro-
cessor and 1GB of memory, has just enough 
to make our project worth the effort. The 
Raspberry Foundation claims the Pi 2 is six 
times faster than the old model.

Large-scale HPC projects use tools such as 
Warewulf [1] to deploy an operating system 
on each of the compute nodes. For this mini-
project, I decided to install the OS directly on 
the microSD card for each system and then 
install the necessary cluster tools on an NFS-
exported volume from the master node to the 
other nodes.

hardWare requirements/ 
Configuration
The cluster configuration is pretty classic: a 
master node, some compute nodes, and a 
private cluster network. Figure 1 shows the 
configuration I chose for this project.

This particular project comprises four com-
pute nodes, but the ellipsis in the diagram in-
dicates that you can make the system much 
larger if you want. Attached to the master 
node is a USB drive, which will be NFS-ex-
ported to the compute nodes so all nodes 
will have access to the storage. A separate at-
tached device is not strictly necessary; you 
can also just NFS-export the /home directory 
from the master node to the compute nodes.

The compute nodes are put on a private 
network to keep them separate from the out-
side world, which is how almost all clusters 
are constructed. A Gigabit Ethernet switch is 
used for the computational network. Al-

though the RPi2 isn’t capable of GigE speeds, 
the price of a GigE switch is very low. You 
could also use a Fast Ethernet switch.

You’ll also need to attach a keyboard, 
mouse, and monitor to the master node.

master node
The master node is the heart of the system. It 
is the “director” of the cluster. On production 
systems, the master node doesn’t usually run 
jobs or user applications, but on this low-
cost cluster, I will run applications on the 
master node.

A number of Linux distributions are avail-
able for the Raspberry Pi; however, the Rasp-
bian distribution, which is based on Debian, 
is the most popular. I will use Raspbian as 
the cluster OS.

It is a good idea to boot the master node to 
the command prompt and not a desktop – so 
memory isn’t used for X or GUI tools – is de-
sirable for an HPC system.

Be sure your Raspbian master node is con-
nected to the Internet and install:
• gfortran (for Fortran code)
• hwloc
• chkconfig
• tcl and tcl‑dev (needed by OpenLava)
• ncurses‑common, ncurses‑bin, ncurses‑doc 

(needed by OpenLava)
• libncurses5‑dev (needed by OpenLava)
• mailutils (needed by OpenLava)
• gkrellm
• lua and lua‑dev (needed by Lmod)
• lua‑filesystem (needed by Lmod)
• lua‑posix (needed by Lmod)
• nfs‑kernel (needed by NFS)
• nfs‑common (needed by NFS)
• portmap (needed by NFS)
Raspbian uses the apt‑get package man-
ager. For example, to install Fortran, use the 
following command:

Figure 1: Hardware configuration.
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will have everything needed to build the 
cluster tools.

netWork Configuration
Ideally, every node in the cluster should have 
a static IP address, especially the master 
node. A static IP allows you to associate an 
IP address with a particular physical server. 
If a problem pops up with the server or the 
IP address, you know where to go to investi-
gate. Plus, it makes configuring a resource 
manager a bit easier.

Configuring a static IP on the Raspberry Pi 
with Raspbian is very easy. Several tutori-
als [2] explain how to do it.

The first step is to run the command if‑
config. Take note of the following informa-
tion for eth0 (the built-in Ethernet port).
• IP address (inet addr:)
• Broadcast address (Bcast:)
• Netmask (Mask:)
The next set of information needed can be 
obtained from the command netstat ‑nr. 
From the output, write down the following 
information:
• Gateway address (first row under Gateway)
• Destination (second row under Destination)
With these five bits of information, the static 
IP address of the master node can be set. The 
IP address can be changed, and the other in-
formation will have to change as well. For 
example, when the RPi2 first booted, it re-
ceived IP 192.168.1.44 from the DHCP server. 
For the master node, I kept the same 
192.168.1.x network and changed the other 
network information, as follows:
• IP address: 192.168.1.25 (my choice)
• Bcast: 192.168.1.255
• Netmask: 255.255.255.0 (allows up to 256 

nodes)
• Gateway: 192.168.1.254
• Destination: 192.168.1.0
With this information, the next step is to edit 
the file /etc/network/interfaces. The line 
that begins iface eth0 inet should be 

changed to read

iface eth0 U
  inet static

Next, erase or 
comment out the 
auto eth0 line in 
the file and add 
the preceding in-
formation to the 
file right after this 
line. The file 
should look 

sudo apt‑get install gfortran

Apt-get will ask if it’s OK to install or not; 
enter y to continue. Install of all of the pack-

ages listed above in the 
same fashion, and you 

pi@raspberrypi ~ $ more /etc/network/interfaces

auto lo

iface lo inet loopback

# auto eth0

allow‑hotplug eth0

iface eth0 inet static

address   192.168.1.25

netmask   255.255.255.0

network   192.168.1.0

broadcast 192.168.1.255

gateway   192.168.1.254

auto wlan0

allow‑hotplug wlan0

iface wlan0 inet manual

wpa‑conf /etc/wpa_supplicant/wpa_supplicant.conf

LISTING 1: /etc/ network/ interfaces for Master Node

Figure 2: Example ifconfig output.

[...]

allow‑hotplug eth1

iface eth1 inet static

address   10.0.1.25

netmask   255.255.255.0

network   10.0.1.0

broadcast 10.0.1.255

gateway   10.0.1.254

[...]

auto wlan1

allow‑hotplug wlan1

iface wlan1 inet manual

wpa‑conf /etc/wpa_supplicant/wpa_supplicant.conf

LISTING 2: /etc/ network/ interfaces

pi@raspberrypi ~ $ more /etc/hosts

127.0.0.1       localhost

::1             localhost ip6‑localhost ip6‑loopback

fe00::0         ip6‑localnet

ff00::0         ip6‑mcastprefix

ff02::1         ip6‑allnodes

ff02::2         ip6‑allrouters

192.168.1.25    raspberrypi

10.0.1.25       raspberrypi‑master

LISTING 3: /etc/ hosts
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something like Listing 1. Reboot the master 
node for the network changes to take effect.

After rebooting, check the network config-
uration with ifconfig. The output should 
look something like Figure 2. Now’s a good 
time to check the web browser to make sure 
it can access the Internet.

The master node will need to be on two 
networks. I’ll use the built-in Ethernet port 
on the master node for accessing the world 
outside of the cluster, and I’ll add a second 
Ethernet adapter to the master node to con-
nect it to the computational network. I chose 
to use a USB Gigabit Ethernet adapter, even 
though the Rasp Pi cluster would not run at 
full Gigabit Ethernet speeds, because I could 
reuse the adapter at a later date (maybe 
when the Rasp Pi gets USB 3.0). The USB 2.0 
found on the RPi2 isn’t capable of Gigabit 
performance.

On this second network, I used a 
10.0.1.0/ 24 CIDR block, and the master 
node eth1 interface was set to 10.0.1.25, 
similar to the master node’s eth0, to sepa-
rate the two networks from each other. 
Next, I edited the /etc/network/interfaces 
file and added the sections in Listing 2 for 
new Ethernet interface eth1 under the eth0 
and wlan0 entries.

The final network configuration step is to 
edit the file /etc/hosts to add the new inter-
face to the list of hosts, as well as the new 
static IP for the primary interface. For the 
master node, the file /etc/hosts should look 
like Listing 3, except naming the hosts is up 
to you.

The localhost line remains the same, but 
the two lines at the end are for the primary in-
terface (192.168.1.25), which is left as rasp-
berrypi, and the new interface (10.0.1.25), 
which is labeled raspberrypi-master to distin-
guish it from the compute nodes. These host-

names are arbitrary, but they really shouldn’t 
be the same.

Before proceeding to configure the cluster 
tools, it is critically important that you 
should be able to SSH to/from the master 
node without passwords. This includes being 
able to SSH to the master node itself, which 
will allow parallel MPI applications to com-
municate with each other and for cluster 
tools such as pdsh and OpenLava to function 
correctly.

To get passwordless SSH working on the 
master node, first erase everything in the 
.ssh directory of user pi and create a new 
SSH key:

pi@raspberrypi ~ $ rm ~/.ssh/*
pi@raspberrypi ~ $ ssh‑keygen ‑t rsa

Answer the questions, but be sure you just 
hit Enter for the password. By setting it up 
this way, you won’t need a password for 
SSH. Now you should have two files in the 
.ssh directory: id_rsa and id_rsa.pub. The 
first file is the private key, and the second file 
is the public key.

At this point, you are almost done, but you 
need to copy the public key to two files in .ssh:

To maximize performance for SSD devices, you 
should make sure the partitions are aligned 
with block boundaries. If the partitions are not 
aligned on a block boundary, writing a single 
page to the SSD could result in two blocks 
being written. This doubles the work of the con-
troller and wears out the blocks faster.

Two articles online [3] [4] explain how to align 
SSD partitions. Raspbian comes with an fdisk 
version of at least 2.17.1, so the following com-
mand was used to partition the SSD.

pi@raspberrypi ~ $ fdisk ‑c ‑u /dev/sdb

The defaults for the first and last sectors were 
used to create a single partition. After partition-
ing is completed, the results can be checked by 

the command in Listing 4. From the output, you 
can tell the disk is aligned on a block basis be-
cause the start sector is divisible by 2,048. With 
512-byte sectors, this means they are aligned 
on 1MB boundaries (2,048 sectors x 512 bytes/ 
sector = 1,048,576 bytes).

After partitioning, you can format the single 
partition with whatever filesystem you like. For 
this project, I used ext4. So the drive is 
mounted every time the system reboots, add 
the following line to /etc/fstab file:

/dev/sda1   /work   ext4  defaults   0     0

A simple

sudo mount ‑a

command mounts the drive.

ALIGNING WITH BLOCK BOUNDARIES

pi@raspberrypi ~ $ sudo fdisk ‑l /dev/sda

Disk /dev/sda: 120.0 GB, 120034123776 bytes

182 heads, 30 sectors/track, 42938 cylinders, total 234441648 sectors

Units = sectors of 1 * 512 = 512 bytes

Sector size (logical/physical): 512 bytes / 512 bytes

I/O size (minimum/optimal): 512 bytes / 512 bytes

Disk identifier: 0x56f56d8d

   Device Boot      Start         End      Blocks   Id  System

/dev/sda1            2048   230688767   115343360   83  Linux

LISTING 4: Partition Alignment Results
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adding Cluster tools  
to the master node
The real magic of a cluster is the software. 
An HPC system is designed to leverage the 
power of parallel computing. As I described 
earlier in this article, an HPC cluster consists 
of several computers that all work on the 
same problem together. Specialized software 
tools perform the background tasks neces-
sary for getting the cluster to behave like a 
single system.

The applications that run on parallel sys-
tems use the Message Passing Interface 
(MPI) protocol to pass information and data 
among the nodes in the cluster. Open MPI is 
a free library that provides many tools that 
let a programmer write software that will le-
verage the system’s parallel capabilities. The 
operator of an HPC cluster also needs spe-
cialized tools for managing the cluster and 
scheduling jobs that will run on the system.

You can think of the tools in an HPC clus-
ter as belonging to software “layers.” For this 
cluster, I’m going to go just above the basic 
layer to include some important cluster tools. 
In particular, I’m going to install:
• Pdsh – a parallel shell tool that allows you 

to run commands across multiple nodes
• MPICH and Open MPI – tools and libraries 

that are used to build parallel applications
• Lmod – an environment module tool that 

allows you to manipulate the user environ-
ment, so that you can build and run appli-
cations that use different compilers or li-
braries

• OpenLava – a job scheduler (also referred 
to as a resource manager). The job sched-
uler prepares and manages the workload 
distributed to the compute nodes.

I’ve chosen to use OpenLava in this cluster 
because I’ve found it to be a great tool, and 
it’s derived from LSF (Load Sharing Facility), 
so its lineage and capability are well-tested. 
Moreover, OpenLava works well with a 
shared filesystem such as NFS.

All of these tools are stored in /work, 
which is an NFS-shared filesystem for all 
nodes. The source code for all tools is in-
stalled in /work/pi/src. The binaries are in-
stalled in various locations, as recom-
mended by Robert McLay, the developer of 
Lmod.

McLay recommends putting the binaries in 
specific locations according to version num-
ber. He clarified this in a recent email [5]. In 
particular, he recommends only using two 
digits for the version (e.g., 3.1.4 becomes 3.1 
and 1.4.5 becomes 1.4) because applications 
that change minor version numbers (e.g., 

$ cp ida_rsa.pub authorized_keys
$ cp ida_rsa.pub authorized_keys2

The last step is to SSH from the master node 
to the master node. It will ask you if you want 
to add the node to the list of known_hosts. 
Just hit Enter to add the master node to the 
list of known hosts. From now on, you can 
SSH to the master node without a password.

external storage for nfs
The microSD card in the master node could 
be used for cluster storage, but you don’t 
have a great deal of space. SD cards also 
aren’t known for having a long life compared 
with hard drives or solid-state drives (SSDs). 
I had a 120GB SSD handy, so I decided to use 
it for attached storage to the master node. 
The drive was placed in an external USB case 
and attached to the master node.

One of the critical items for the best SSD 
performance is to make sure the partitions 
are aligned. See the box titled “Aligning with 
Block Boundaries.”

I will use the classic Unix/ Linux tool called 
NFS (Network File System) to make the SSD 
drive accessible to all the nodes in the cluster. 
Be sure NFS is installed on the master node, 
then edit the NFS configuration file /etc/ex‑
ports on the master node to look like List-
ing 5. The uncommented line NFS-exports 
the /work directory to the other compute 
nodes. (Note that I used CIDR notation.)

It is a good idea to NFS-export /home from 
the master node to the compute nodes. Al-
though it’s not a good idea to run applica-
tions from the master node’s /home directory 
(because it resides on an SD card), making 
the directory accessible will make life much 
easier. The /etc/exports file should also in-
clude the line:

/home 10.0.1.0/24(rw,subtree_check)

at the end. The reason to NFS-export /home is 
because it contains all of the SSH information 
about the other nodes in the cluster. Pass-
wordless SSH requires that this SSH informa-
tion be available to all nodes in the cluster.

pi@raspberrypi ~ $ more /etc/exports

# /etc/exports: the access control list for filesystems which may be exported

#               to NFS clients.  See exports(5).

#

# <A number of commented examples ...>

#

/work     10.0.1.0/24(rw,subtree_check)

LISTING 5: /etc/ exports

RPi2 HPC Cluster
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1.4.5 to 1.4.6) are supposed to be compatible 
with one another. Therefore, if you update 
the minor version, the applications should be 
compatible and should not need to be up-
graded or rebuilt.

With this best practice in mind, the appli-
cations were built and installed in /work/
apps. The following sections take a closer 
look at these important HPC tools.

Pdsh
Probably the most fundamental tool used in 
cluster administration is a parallel shell. 
With pdsh [6], you can perform a wide range 
of administrative tasks on a cluster. A paral-
lel shell tool lets you enter a command once 
(in this case, on the master node) and the 
command is then executed on all (or some) 
of the compute nodes. When you think of the 
size of many HPC systems, with thousands 
of compute nodes, you’ll understand why en-
tering a command once to execute on all the 
systems is much easier than undertaking the 
configuration of each node separately. For 
our tiny HPC system, the time savings is less 
pronounced; however, this system will hardly 
seem like a real HPC cluster without the ca-
pacity for parallel administration.

The options used to build and install pdsh 
on the master node from /work/pi/src/
pdsh‑<version> are:

$ ./configure ‑‑prefix=/work U
   ‑with‑ssh ‑without‑rsh
$ make
$ sudo make install

These options are discussed in detail on-
line [7]. By default, pdsh uses the obsolete 
rsh shell. RSH has some pretty serious secu-
rity issues, so it’s better to use ssh. The 
command option ‑without‑rsh disables RSH 
and the option ‑with‑ssh enables SSH in-
stead.

Pdsh was installed into /work, which means 
the binaries will be in /work/bin or /work/
sbin. These directories need to be in the stan-
dard path regardless of what modules are 
loaded. Therefore, you need to add these di-
rectories to your $PATH variable. In either your 
.bashrc file (user pi) or the global file, /etc/
bash.bashrc, you just add the following line 
to the end of the file:

export PATH=U
 "$PATH:/work/bin:/work/sbin:/work/include"

Pdsh is pretty easy to test from the home di-
rectory:

$ pdsh ‑w 192.168.1.25 uname ‑r
192.168.1.25: 3.18.11‑v7+
$ pdsh ‑w raspberrypi uname ‑r
raspberrypi: 3.18.11‑v7+

Notice that using the IP address or the host-
name should produce the same output. 
Once you get pdsh set up on your system, 
you’ll need to tweak it for your own envi-
ronment to use it effectively as a cluster 
management tool. See the box titled “Con-
figuring Pdsh.”

mPiCh
MPICH [8] is one of the key MPI libraries for 
parallel programming. Use the configure op-
tions and commands below to build MPICH 
(in /work/pi/src/mpich‑<version>):

$ ./configure U
  ‑‑prefix=/work/apps/gnu_4.6 /mpich/3.1.4 U
  ‑‑enable‑fortran=all
$ make
$ sudo make install

MPICH is installed in /work/apps/gnu_4.6/
mpich/3.1.4 (for the versions I used), which 
is not in the standard path. An Lmod module 
file will be written that allows MPICH li-
brary/ tools to be “loaded” into the user envi-
ronment. This method basically puts it into 
the environment variable $PATH so that these 
binaries are used first (i.e., mpif90 will be 
used before any other mpif90 binaries on the 
system). I will discuss this in a little more de-
tail in the section on Lmod.

The installation path requires a bit more ex-
planation. From McLay, the recommended 
best practice for Lmod is to install the compil-
ers in /work/apps/gnu/4.6.3; then, the MPI li-
braries should be installed in /work/apps/
gnu_4.6. The underscore indicates the every-
thing installed “under” this directory is depen-
dent on the gnu-4.6 compilers. Therefore, 
MPICH is installed in /work/apps/gnu_4.6/
mpich/3.1.4. If version 3.2.0 of MPICH comes 
out, then it would be installed in /work/apps/
gnu_4.6/mpich/3.2.0.

If you want to use a different compiler 
with mpich-3.1.4 (e.g., gcc-5.2.0), the com-
pilers would be installed in /work/apps/
gnu/5.2.0, and mpich-3.1.4 would be built 
and installed in /work/apps/gnu_5.2/
mpich/3.1.4.

In the case of Raspbian on the RPi2, the 
GNU 4.6.3 compilers are installed by default 
in /usr/bin; therefore, they can’t be in-
stalled in /work/apps/gnu/4.6.3. To main-
tain the naming structure, tools that depend 

To make pdsh easier to use, you 
have to do a little configuration 
work. For example, if you create 
an environment variable named 
WCOLL and point it to a file with 
the list of hosts you want to use 
with a pdsh command, they will 
be used by default (i.e., you 
don’t have to specify the host 
names or IP addresses every 
time you enter a command). To 
accomplish this, first create a list 
of hosts you want to use by de-
fault. It is a good idea to put this 
list on a shared storage device 
for all nodes.

The WCOLL environment vari-
able can be placed in the user’s 
./bashrc file or in the global 
bash configuration file. I elected 
to put the variable in the global 
bash configuration file. In addi-
tion to the WCOLL environment 
variable, you need to add one 
other:

$ more /etc/bash.bashrc

...

# pdsh:

export PATH=??

 "$ PATH:/work/bin:/work/
sbin:/work/include"

export PDSH_RCMD_TYPE=ssh

ex port  
WCOLL=/work/PDSH/hosts

...

PDSH_RCMD points to the type of 
protocol used for remote access 
with pdsh. The environment 
variable WCOLL points to the file 
containing the list of default 
hosts. Logging out and logging 
back in causes the system to 
read the global bashrc file.

If you just run pdsh by itself, it 
will use SSH because of the en-
vironment variable PDSH_RCMD. 
It will also use the list of default 
hosts in the file pointed to by 
WCOLL,

$ pdsh uname ‑r

192.168.1.25: 3.18.11‑v7+

as in the above example.

CONFIGURING PDSH
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the Open MPI mailing list [10] about the is-
sues. To have a second MPI library, I decided 
to install the default Open MPI libraries that 
come with Raspbian.

The four Open MPI packages (version 
1.4.5-1 dating back to February 2012) that 
came with Raspbian were installed using 
apt‑get:
• openmpi‑bin
• openmpi‑dev
• openmpi‑doc
• openmpi‑common
By default, Open MPI tools are installed in 
the standard $PATH (e.g., /usr/bin, /usr/
lib/, /usr/include). When environment 
modules are created, you need to take care 
with these paths. I talk more about this in 
the next section.

lmod
Another indispensable tool for HPC systems 
is environment modules. Environment mod-
ules allow you, the user, to specify which 
compilers you want, which libraries you 
want (perhaps built with the same compil-
ers), or anything else you can do to manipu-
late the user environment. 

Environment modules are important be-
cause you could have one application built 
with a specific compiler and another applica-
tion built with a different compiler. Without 
environment modules, you would have to re-
configure your user environment before run-
ning either application.

There are two environment modules you 
can use. The one used in this project is called 
Lmod [11]. I’ve recently written an article 
about the latest version [12]. Lmod is easy to 
build (in the /work/pi/src/lmod‑<version> 
directory):

$ ./configure ‑‑prefix=/work
$ make
$ sudo make install

Because all of the nodes need Lmod all the 
time, it is installed in /work rather than a pri-
vate directory.

Before using Lmod, you have a little post-
configuration work. Most importantly, the 
Lmod init scripts need to be executable by 
users. Symlinks from the init scripts are cre-
ated (as root),

$ sudo /bin/bash
# ln ‑s /work/lmod/lmod/init/profile U
        /etc/profile.d/modules.sh
# ln ‑s /work/lmod/lmod/init/cshrc U
        /etc/profile.d/modules.csh

on the GNU 4.6.3 compilers will be installed 
in /work/apps/gnu_4.6/.

oPen mPi
I had hoped to build and install Open 
MPI [9] as I did MPICH; however, I had prob-
lems building it on the RPi2. You can read 

01  ‑‑ ‑*‑ lua ‑*‑
02  ‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑
03  ‑‑ GNU 4.6.3 compilers ‑ gcc, g++, and gfortran. (Version 4.6.3)
04  ‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑
05  
06  help(
07  [[
08  This module loads the gcc‑4.6 compilers (4.6.3). The
09  following additional environment variables are defined:
10  
11  CC   (path to gcc compiler wrapper      )
12  CXX  (path to g++ compiler wrapper      )
13  F77  (path to gfortran compiler wrapper )
14  F90  (path to gfortran compiler wrapper )
15  
16  See the man pages for gcc, g++, gfortran (f77, f90). For
17  more detailed information on available compiler options and
18  command‑line syntax.
19  ]])
20  
21  ‑‑ Local variables
22  local version = "4.6"
23  local base = "/usr/bin/"
24  
25  ‑‑ Whatis description
26  whatis("Description: GNU 4.6 compilers (4.6.3)")
27  whatis("URL: www.gnu.org")
28  
29  ‑‑ Normally ‑ Take care of $PATH, $LD_LIBRARY_PATH, $MANPATH
30  ‑‑ Don't add "/usr/bin" to path since it will get removed if module
31  ‑‑ is removed
32  
33  ‑‑ Environment Variables
34  pushenv("CC", pathJoin(base,"gcc"))
35  pushenv("FC", pathJoin(base,"gfortran"))
36  pushenv("CXX", pathJoin(base,"g++"))
37  pushenv("F90", pathJoin(base,"gfortran"))
38  pushenv("cc", pathJoin(base,"gcc"))
39  pushenv("fc", pathJoin(base,"gfortran"))
40  pushenv("cxx", pathJoin(base,"g++"))
41  pushenv("f90", pathJoin(base,"gfortran"))
42  
43  ‑‑ Setup Modulepath for packages built by this compiler
44  local mroot = os.getenv("MODULEPATH_ROOT")
45  local mdir = pathJoin(mroot,"compiler/gnu", version)
46  prepend_path("MODULEPATH", mdir)
47  
48  ‑‑ Set family for this module (mpi)
49  family("compiler")

LISTING 6: Compiler Module File
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from the Lmod directory to the /etc/
profile.d directory. A line also needs to be 
added to the global bashrc file (/etc/bash.
bashrc) so that it is always initialized when a 
shell is started). Add the following lines to 
the end of this file:

# Lmod
. /etc/profile.d/modules.sh

Be sure you either log out of your RPi2 or 
start another shell for these changes to take 
place. Once you have done this, you need to 
create your module hierarchy.

Figure 3 shows the directory layout. Any-
thing marked with f indicates a file. The 
Lmod modules are in a shared NFS directory, 
/work/modulefiles, so that all nodes have 
access to them.

By default, Lmod starts by looking in the 
Core directory, where the compilers and any 
applications that are not dependent on a 
compiler or an MPI library reside. After a 
compiler or application module is loaded, the 
compiler branch of the tree becomes active. 
Modules in this branch are dependent on the 
compiler. The mpi branch contains applica-
tions or tools that are dependent on the com-
piler/ MPI combination.

In the HPC world, parallel applications are 
commonly based on MPI libraries, so the 
module files for these are in the compiler 
branch. For this project, I’m using two: one 
each for MPICH and Open MPI. The first 
module file is for version 4.6.3 of the GNU 
compiler. Recall that compilers are installed 
in the standard $PATH; therefore, you have to 
be careful about adding anything to $PATH so 
that if the module is unloaded, the standard 
$PATH won’t be compromised. Listing 6 is the 
compiler module file I used for this project.

MPI implementations are based on specific 
compiler versions. The first MPI module file 
listing is for MPICH version 3.1.4. The other 
module is for Open MPI version 1.4.5, which 

comes standard with Rasp-
bian, so you have to be very 
careful about manipulating 
the standard environment 
variables. The code I used for 
the mpich/3.1 and the 
openmpi/1.4 modules is avail-
able at the Raspberry Pi Geek 
website [13].

Once the modules are in the 
/work/modulesfiles directory, 
you can test Lmod with the 
command module avail 
(short for “module available”) 

(Listing 7). You can now “load” the various 
modules. To begin, load the compiler (List-
ing 8). Notice that Lmod only presents the 
modules that match the compiler that is 

Figure 3: Module hierarchy.

pi@raspberrypi ~ $ module avail

‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑ /work/modulefiles/Core ‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑
   gnu/4.6    lmod/6.0.1 (D)    settarg/6.0.1 (D)

‑‑‑‑‑‑‑‑‑‑‑‑‑‑ /work/lmod/lmod/modulefiles/Core ‑‑‑‑‑‑‑‑‑‑‑‑‑‑
   lmod/6.0.1    settarg/6.0.1

  Where:
   (D):  Default Module

Use "module spider" to find all possible modules.
Use "module keyword key1 key2 ..." to search for all possible
modules matching any of the "keys".

LISTING 7: Testing Lmod

pi@raspberrypi ~ $ module load gnu/4.6
pi@raspberrypi ~ $ module list

Currently Loaded Modules:
  1) gnu/4.6

pi@raspberrypi ~ $ module avail

‑‑‑‑‑‑‑‑‑‑‑‑‑ /work/modulefiles/compiler/gnu/4.6 ‑‑‑‑‑‑‑‑‑‑‑‑‑
   mpich/3.1    openmpi/1.4

‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑ /work/modulefiles/Core ‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑
   gnu/4.6    lmod/6.0.1 (D)    settarg/6.0.1 (D)

‑‑‑‑‑‑‑‑‑‑‑‑‑‑ /work/lmod/lmod/modulefiles/Core ‑‑‑‑‑‑‑‑‑‑‑‑‑‑
   lmod/6.0.1    settarg/6.0.1

  Where:
   (D):  Default Module

Use "module spider" to find all possible modules.
Use "module keyword key1 key2 ..." to search for all possible
modules matching any of the "keys".

LISTING 8: Loading the Compiler
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system. A resource manager also matches ap-
plications with specific resource requirements 
with nodes that meet those requirements.

A number of resource managers are avail-
able, from open source to commercial. The re-
source manager I used for this article is Open-
Lava [14] [15], an open source tool based on 
LSF [16]. Building and installing OpenLava 
(in /work/pi/src/openlava‑<version>) is as 
simple as for the other tools:

$ ./configure ‑‑prefix=/work/openlava‑3.0
$ make
$ sudo make install

loaded. In this case, that is mpich-3.1 and 
openmpi-1.4. When the mpich-3.1 module is 
loaded (Listing 9), notice that the mpicc, 
mpif77, mpif90, and mpirun point to the cor-
rect binaries.

oPenlava
A resource manager, commonly referred to as 
a job scheduler, is another critical component 
of a cluster. Although a resource manager is 
not absolutely required, it is extremely help-
ful, even if you are the only user in the sys-
tem, because it allows you to queue up appli-
cations to run even when you aren’t on the 

pi@raspberrypi ~ $ module load mpich/3.1

pi@raspberrypi ~ $ module list

Currently Loaded Modules:

  1) gnu/4.6   2) mpich/3.1

pi@raspberrypi ~ $ module avail

‑‑‑‑‑‑‑‑‑‑‑‑ /work/modulefiles/compiler/gnu/4.6 ‑‑‑‑‑‑‑‑‑‑‑‑

   mpich/3.1    openmpi/1.4

‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑ /work/modulefiles/Core ‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑

   gnu/4.6    lmod/6.0.1 (D)    settarg/6.0.1 (D)

‑‑‑‑‑‑‑‑‑‑‑‑‑ /work/lmod/lmod/modulefiles/Core ‑‑‑‑‑‑‑‑‑‑‑‑‑

   lmod/6.0.1    settarg/6.0.1

  Where:

   (D):  Default Module

Use "module spider" to find all possible modules.

Use "module keyword key1 key2 ..." to search for all possible

modules matching any of the "keys".

pi@raspberrypi ~ $ which mpicc

/work/apps/gnu_4.6/mpich/3.1.4/bin/mpicc

pi@raspberrypi ~ $ which mpif77

/work/apps/gnu_4.6/mpich/3.1.4/bin/mpif77

pi@raspberrypi ~ $ which mpif90

/work/apps/gnu_4.6/mpich/3.1.4/bin/mpif90

pi@raspberrypi ~ $ which mpirun

/work/apps/gnu_4.6/mpich/3.1.4/bin/mpirun

LISTING 9: Load the mpich-3.1 Module

pi@raspberrypi /work/openlava‑3.0/etc $ more lsf.cluster.openlava

[...]

Begin   Host

HOSTNAME                model          type  server  r1m  RESOURCES

raspberrypi             !              !     1       ‑    ‑

End     Host

[...]

LISTING 10: lsf.cluster.openlave

pi@raspberrypi /work/openlava‑3.0/etc $ more lsb.hosts

# <a lot of comments>

# Don't use non‑default thresholds unless job dispatch needs to be controlled.

Begin Host

HOST_NAME     MXJ JL/U   r1m    pg    ls     tmp  DISPATCH_WINDOW  # Keywords

raspberrypi   4   ()     ()     ()    ()     ()   ()

#<commented examples>

#default       !   ()     ()     ()    ()     ()   ()               # Example

End Host

[...]

LISTING 11: /work/ open-lava-3.0/ etc/ lsb.hosts
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OpenLava needs the following post-installa-
tion configuration:

$ sudo cd config; cp lsb.hosts U
  lsb.params lsb.queues lsb.users U
  lsf.cluster.openlava lsf.conf U
  lsf.shared lsf.tasks openlava.* U
  /work/openlava‑3.0/etc/

These configuration files will be edited later; 
before that, you should create an openlava 
user as root:

# useradd ‑r openlava

Checking the /etc/passwd file will confirm 
whether the user was created. Now you need 
to switch the ownership of the OpenLava in-
stallation files to the openlava user and copy 
some files to the local OS (as root):

# chown ‑R openlava:openlava U
  /work/openlava‑3.0
# cp /work/openlava‑3.0/etc/openlava U
  /etc/init.d

pi@raspberrypi ~ $ bsub 'echo my first job;sleep 60'
Job <103> is submitted to default queue .
pi@raspberrypi ~ $ bjobs
JOBID   USER    STAT  QUEUE      FROM_HOST   EXEC_HOST   JOB_NAME   SUBMIT_TIME
103     pi      RUN   default    raspberrypi raspberrypi *;sleep 60 Jun 14 10:44
pi@raspberrypi ~ $ bjobs
JOBID   USER    STAT  QUEUE      FROM_HOST   EXEC_HOST   JOB_NAME   SUBMIT_TIME
103     pi      RUN   default    raspberrypi raspberrypi *;sleep 60 Jun 14 10:44
pi@raspberrypi ~ $ bjobs
No unfinished job found
You have new mail in /var/mail/pi
pi@raspberrypi ~ $ mail
"/var/mail/pi": 1 message 1 new
>N   1 OpenLava           Sun Jun 14 10:45  41/1266  Job 103:
<... mail headers here ...>

Job  was submitted from host  by user .
Job was executed on host(s) , in queue , as user .
 was used as the home directory.
 was used as the working directory.
Started at Sun Jun 14 10:44:09 2015
Results reported at Sun Jun 14 10:45:09 2015

Your job looked like:

‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑
# LSBATCH: User input
echo my first job;sleep 60
‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑‑

Successfully completed.

Resource usage summary:

    CPU time   :      0.04 sec.
    Max Memory :         3 MB
    Max Swap   :        15 MB

    Max Processes  :         3

The output (if any) follows:

my first job
?

LISTING 12: First Test
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Now, as root, the file /work/open‑lava‑ 
3.0/etc/lsb.hosts also needs to be edited 
(Listing 11). The only change to the file is 
adding the line that starts with raspberrypi 
after HOST_NAME. The maximum number of 
jobs that can be run on the master node 
(raspberrypi) is listed as 4 (one per core). 
This number varies according to your rules, 
ideas, and hardware.

At this point, you’re ready to start Open-
Lava. Each of the four daemons has an associ-
ated PID. If you have one or more daemons 
without a PID, you will have to debug your in-
stallation (the OpenLava community is pretty 
good at helping with this). The commands 
lsid and bhosts should output information 
indicating that the cluster is running.

For a first test job from the command line, 
Listing 12 shows a job that simply “sleeps” for 
60 seconds on each specified host. For this par-
ticular example, the output from the job is sent 
to the user via mail (hence the need to install 
mailtool on the master node). To get a list of 
completed jobs, use the bjobs ‑d command.

testing the master node
For the master node, I’ll test a simple parallel 
SOR 2D Laplace solver [17]. I downloaded 
the code and used the Fortran MPI script 
from MPICH to build it (it uses gfortran). 
Then I created the simple OpenLava job 
script in Listing 13. Notice that the job script 
includes loading the GNU compilers and the 
MPICH module.

To queue the job, you just have to submit 
it to OpenLava (Listing 14). OpenLava 
queues the job and continually checks the 
status of the resources. If resources are avail-
able that match the needs of queued job, 
OpenLava runs it. The command bjobs lists 
jobs both running and queued.

Two new files, jacobi_test.err and ja‑
cobi_test.out, are created by the job. The 
first file is the error log (notice that the file is 
zero length, indicating no errors). The sec-
ond file contains the output from OpenLava 
and the application.

summary
With systems like the RPi2, you can build a 
very useful HPC cluster that doesn’t use 
much power or cost much money. Moreover, 
you can develop HPC applications that are 
fairly representative of current production 
hardware, which will help you to learn about 
HPC administration and how to test and de-
velop cluster tools.

In the next article, I’ll help you set up com-
pute nodes. Stay tuned!  ● ● ●

# cp /work/openlava‑3.0/U
     etc/openlava.* /etc/profile.d
# chkconfig openlava on

Now you can configure OpenLava. As root, 
you first need to edit the file lsf.cluster.
openlava in the /work/openlava‑3.0/etc di-
rectory and define the master node hosts 
(Listing 10). The only line that changes 
comes after HOSTNAME, which specifies the 
hostname of the master node (raspberrypi) 
used to run jobs.

01  #!/bin/bash
02  #
03  # MPI Test script for openlava
04  #
05  
06  #BSUB ‑P jacobi_test                    # Project jacobi_test
07  #BSUB ‑n 4
08  #BSUB ‑o jacobi_test.out                # output filename
09  #BSUB ‑e jacobi_test.err                # error filename
10  #BSUB ‑J jacobi_test                    # job name
11  
12  # Change to correct directory (full path)
13  #  Not strictly necessary but a good practice
14  cd /home/pi/src/TEST/3
15  
16  # Load needed modules here
17  . /etc/profile.d/modules.sh
18  module load gnu/4.6
19  module load mpich/3.1
20  
21  # Write hosts to a file
22  for h in `echo $LSB_HOSTS`
23  do
24     echo $h >> pgfile
25     echo "host name: $h"
26  done
27  
28  # Calculate the number of processors allocated to this run.
29  NPROCS=`wc ‑l < ./pgfile`
30  
31  # Calculate the number of nodes allocated.
32  NNODES=`uniq ./pgfile | wc ‑l`
33  
34  ### Display the job context
35  echo "Running on host `hostname` "
36  echo "Start Time is `date` "
37  echo "Directory is `pwd` "
38  echo "Using ${NPROCS} processors across ${NNODES} nodes "
39  
40  # Execute mpi command
41  mpiexec ‑f ./pgfile ‑n 4 ./jacobi_parallel < input
42  
43  # erase file with node names
44  rm ./pgfile
45  echo "End time is `date` "

LISTING 13: Master Node Test
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pi@raspberrypi ~/src/TEST/3 $ bsub < run_script.sh

Job <109> is submitted to default queue .

pi@raspberrypi ~/src/TEST/3 $ bjobs

JOBID   USER    STAT  QUEUE      FROM_HOST   EXEC_HOST   JOB_NAME   SUBMIT_TIME

109     pi      RUN   default    raspberrypi raspberrypi *cobi_test Jun 14 11:59

                                             raspberrypi

                                             raspberrypi

                                             raspberrypi

pi@raspberrypi ~/src/TEST/3 $ bjobs

No unfinished job found

pi@raspberrypi ~/src/TEST/3 $ ls ‑s

total 316

 4 backup              4 jacobi_parallel.f90   4 runit_jacobi_parallel

 4 input              36 jacobi_parallel.out   4 run_script.sh

 4 jacobi.f90          0 jacobi_test.err       4 sor_module.f90

84 jacobi_module.mod  36 jacobi_test.out      88 sor_module.mod

 8 jacobi.o            4 machinefile           4 types_module.f90

20 jacobi_parallel     4 pgfile                4 types_module.mod

LISTING 14: Submitting a Job

[1]  Warewolf: http://  warewulf.  lbl.  gov/  trac<

[2]  Tutorial: http://  www.  modmypi.  com/  blog/  tutorials/ 
 tutorial‑how‑to‑give‑your‑raspberry‑pi‑a‑static‑ip‑address

[3]  Partition alignment:  
https://  www.  thomas‑krenn.  com/  en/  wiki/  Partition_Alignment

[4]  “Tuning Your SSD” by F. Thommes and C. Langner, Linux Pro 
Magazine, March2015, issue 172, pg. 68:  
http://  www.  linux‑magazine.  com/  Issues/  2015/  172/ 
 Tuning‑Your‑SSD

[5]  Module problem with Lua: http://  sourceforge.  net/  p/  lmod/ 
 mailman/  message/  34220883/

[6]  pdsh: https://  code.  google.  com/  p/  pdsh/

[7]  Parallel shells: http://  www.  linuxpromagazine.  com/  Issues/  2014/ 
 166/  Parallel‑Shells

[8]  MPICH: http://  www.  mpich.  org/

[9]  Open MPI: http://  www.  open‑mpi.  org/

[10]  Open MPI mailing list: http://  www.  open‑mpi.  org/  community/ 
 lists/  users/  2015/  06/  index.  php

[11]  Lmod: https://  www.  tacc.  utexas.  edu/  research‑development/ 
 tacc‑projects/  lmod

[12]  Newest Lmod: http://  www.  admin‑magazine.  com/  HPC/  Articles/ 
 Lmod‑6.  0‑Exploring‑the‑Latest‑ Edition‑of‑the‑  Powerful‑ 
 Environment‑Module‑System

[13]  Code for this article: ftp://ftp.linux‑magazine.com/pub/listings/
raspberry‑pi‑geek.com/13

[14]  OpenLava: http://  www.  openlava.  org/

[15]  OpenLava resource manager: http://  www.  admin‑magazine. 
 com/  HPC/  Articles/  openlava‑Hot‑Resource‑Manager

[16]  LSF: http://  www‑03.  ibm.  com/  systems/  platformcomputing/ 
 products/  lsf/

[17]  Simple parallel SOR 2D Laplace solver: http://www.bu.edu/tech/
support/research/training‑consulting/online‑tutorials/mpi/alli‑
ance/solvers/jacobi_parallel/
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